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Abstract-Algorithmic Noise Tolerance (ANT) techniques have
reduced power consumption in many signal-processing applications, but they typically require an error-free estimator block
and do not fully exploit the statistical nature of timing errors.
By approaching certain computations as estimation problems, we
draw inspiration from sensor networks and develop a novel power
conservation scheme in which the main computation result is
estimated from multiple potentially erroneous sub-computations.
The sub-computations are performed by "sensors" and a "fusion
center" acts as a robust estimator. This scheme is shown to offer
significant power savings in a PN code acquisition application.

to a previous safe-state. While these methods provide added
gains over error-avoidance techniques by allowing sporadic
hardware errors, they require explicit duplication of computation (estimator or checker block). They also do not fully
exploit the statistical nature of the problem because they only
use one estimator.
In a different context, sensor networks are capable of
estimating physical phenomena based on distributed sensors.
They distribute sensing among many low-power, unreliable
nodes and apply estimation theory to form reliable estimates
from these data. Perhaps, viewing computation as a special
form of estimation by distributing it among several low-power
nodes can offer analogous error-tolerance and power-efficiency
to VLSI systems.

I. INTRODUCTION
Increased transistor density and lagging battery technology
have made power reduction an important concern in modern
VLSI systems. At the same time, scaling in the nanometer
regimes has introduced numerous source of nonidealities such
as process variations and soft errors caused by particle hits.
The ill-effects of some of these nonidealities may be overcome
by overprovisioning power and designing with margins. But
given the already severe power constraints, such techniques
are often unacceptable. Therefore, we need novel approaches
to striking optimal power/reliability trade-off.
Dynamic voltage/frequency scaling techniques offered
power savings by adjusting the supply voltage or clock
frequency according to computational demand [1]. These
methods exploit the fact that moderate supply voltage scaling
can be performed without incurring excessive performance
degradation in terms of increased gate delays. Modern VLSI
systems demand more aggressive scaling and so need systemlevel approaches to tolerating errors.
Error-tolerant approaches target more aggressive power savings by scaling supply voltage in regimes where occasional errors do occur. Algorithmic Noise Tolerance (ANT) techniques
[2] pair a voltage overscaled main DSP block with a lowercomplexity estimator block. The outputs of these blocks are
compared and if the main block is found to be erroneous,
the output of the estimator block is used instead. Recently
proposed Better Than Worst-Case design techniques [3] use a
checker block to keep track of safe system-states and if the
main block is found to be in error, the system is scaled back

II. STOCHASTIC SENSOR NETWORK-ON-CHIP
Many DSP applications can be divided into sub-blocks.
Examples of this include parallel architectures and polyphase
decomposition of FIR filters. Often, the outputs of these subblocks may serve as low-fidelity estimates of the overall
output. This approach generalizes traditional ANT systems by
providing multiple parallel estimates of the final output. This
novel view of computation enables us to borrow algorithms
from estimation theory for use in the VLSI design context.
In this work, we seek power savings by aggressively scaling
supply voltage at the sub-blocks and allowing sporadic errors.
Figure 1 illustrates the sensor-networks inspired circuit design
approach. The sensors produce noisy estimates of the overall
computation as denoted by the gray regions surrounding the
black dots. The errors in the outputs of the sensors are due
to the estimation error caused by lower-complexity sensors
and hardware errors due to process variations, soft errors,
and voltage scaling. The fusion center infers the final result
based on these estimates. In the absence of large-magnitude
timing errors, the mean of the estimates will be a good
estimate of the final result (in the case of polyphase filters,
exactly equal to the result). Since Voltage Overscaling (VOS)
errors tend to be sporadic and are drawn from some unknown
large-variance distribution [4] we instead apply methods from
Robust Statistics [5] in the fusion center.
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III. HARDWARE NOISE MODEL
The relationship between supply voltage and VOS errors
was studied in [4]. Due to the LSB-first nature of most
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and large deviations from the assumed model do not cause
drastic performance losses. In this context, it is common to
use the asymptotic variance of the estimate as a performance
measure [5].
The maximum likelihood estimator results in a minimumvariance estimate as the number of measurements grows to
infinity [6]. This optimality breaks down once the sensors
are allowed to make VOS errors with unbounded variance;
the asymptotic variance of the maximum likelihood estimate
now becomes unbounded [6]. In light of this fact, we seek
an estimator that minimizes the worst-case variance for VOS
errors drawn from probability distributions belonging to P,.
[5] considers a class of estimators known as M-Estimators
which are of the form:
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Fig. 1. Low-complexity estimators produce statistically similar, but noisy
estimates of the desired final output. The fusion center uses a computationally
tractable algorithm to produce a robust estimate.

computations, VOS errors tend to be large in magnitude.

The output of the estimators is therefore contaminated by a
mixture of the noise already present in the input and the largemagnitude VOS errors. If VOS errors occur with probability 6,
then they may be modeled as random variables drawn from a
class of distributions that is Gaussian with probability (1 -)
and some unknown distribution with probability e for some
O < e < 1, as shown below

Pe

=

-

k=l

fFIF = (1 - ) +± H, H C Z}

(1)

where 1 is the class of standard normal distributions and H
is the class of arbitrary densities with zero mean and finite but
unbounded variance. Studies performed in [4] link the voltage
overscaling factor, Kvos, and c, the probability of hardware
error. Because such hardware errors are an artifact of voltage
scaling and the input may be modeled as a uniform random
process, we assume that they are uncorrelated with the input.
IV. ROBUST STATISTICS
Inferring a parameter or signal based on a set of its noisy
measurements is a common problem in statistics. It is common
in such applications to assume that this noise is drawn from
some probability distribution. In practice, this probability
distribution is seldom known a priori; one is forced to work
with an assumed distribution. The quality of the statistical
inference often suffers when the actual p.d.f. deviates from
the assumption. Robust Statistics is the science of building
in insensitivity of the estimate to small deviations of the
noise statistics from its assumed distribution [5]. An inference
method is said to be robust if it exhibits optimal or near
optimal performance when the assumed model is correct, the
performance worsens only slightly when the deviation is mild,
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where b is a general odd-symmetric function known as the
influence function. Setting b(x) = x gives the least-squares
estimate and b(x) = -f' (x)f (x) gives the maximum
likelihood estimate [6]. Under certain regularity conditions
on b, f, such M-estimates are consistent and asymptotically
normal [6].
[5] derives a robust M-estimator by first identifying the
least informative distribution in the class of e-contaminated
distributions; this gives the worst-case variance. The maximum
likelihood estimate for this least informative distribution is
the desired robust estimate. For the case of e-contaminated
N\(O, 1) distributions, the influence function, b, is given by
if lxl < k
(3)
else.
sgn(x),
{k
where k is a constant that depends only on e and the nominal
distribution, A((O, 1) [5].

The preceding discussion uses a standard normal distribution for the nominal distribution. While the zero mean
assumption may be admissible, often the variance is different
than one. In such cases, it becomes necessary to estimate
both location and scale. [5] offers a simple iterative scheme
that takes a preliminary estimate of scale and then estimates
location. Further simplification of this method is to use just
one step of this iterative scheme. Considering that we want
to keep the fusion block simple, we chose to use this variant.
The one-step Huber algorithm proceeds as follows:
1) Compute scale estimate (Median Absolute Deviation):

To

median{xi }

so

1.4826 * median xi- To}

2) Compute location estimate:
T + SO_n

E0.5

SO

where we have used 0.5 to approximate n i / (x -sTo)

[5]

Since the median is another widely used order-statistic-based
robust estimator, we also consider it in addition to the above
estimator.
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Fig. 2.
Polyphase decomposition of the matched filter yields multiple
estimates of the overall computation

V. APPLICATION: PN CODE AcQUISITION
Spread-spectrum communication systems commonly use
pseudo-noise (PN) codes for user identification. The receiver
correlates the noisy received signal with a local code and this
output is then processed by a detector [7]. Matched filters
are commonly used to compute the autocorrelation function
in the PN code acquisition process. The tap weights of the
matched filter are the locally generated code sequence. The
peaks in the output of the matched filters are used for detection
and synchronization of PN sequences. This code acquisition
is the computationally critical block in a spread-spectrum
communication receiver [8].
Matched filters can be parallelized through polyphase decomposition to yield statistically similar sub-results. Traditional matched filter sums these sub-results to produce the final
output. However, in the presence of voltage overscaling errors,
the mean performs poorly as an estimate. Even a single voltage
overscaling error can potentially break down the estimate.
In our design, a robust fusion block is used to control the
influence of any errors that may occur at the sensors.
VI. SIMULATION AND RESULTS

We compared the power vs. performance trade-offs between
the conventional architecture and SNOC-based architecture
designed using an IBM 130nm CMOS process. The systemlevel throughput requirement for PN-code acquisition was
fixed at 12.5 MChips/s. We chose a PN code of length 256
from a subset of the length-215 PN sequence specified in the
CDMA2000 standard. The received signal was assumed to be
an 8-bit length-1000 sub-sequence of the same PN sequence
corrupted by AWGN signal to yield an SNR of -12dB. We
characterized the gate-delay variation with respect to supply
voltage and load capacitance for basic gates such as full adder,
XOR and others using HSPICE. We simulated the conventional and the SNOC-based sensor MAC architectures using
an HDL simulator that operates at the gate-level using the
characterized gate-delay values to obtain the sensor outputs.

Fig. 4. ROC of the PN code detector for m = 32, KVOS = 0.88. The
robust detector offers a better probability of detection than median for a fixed
probability of false alarm.

The conventional fusion (mean) algorithm, the robust fusion
and the median were implemented in Matlab to post-process
the HDL output. A constant false alarm rate (CFAR) detector
was used to evaluate their performance. This experiment was
repeated 1000 times to compute the Receiver Operating Characteristics (ROC). The power consumption of the MACs were
characterized using gate-level schematic HSPICE simulations
for f = 400MHz. and various values of supply voltage. The
median filter for the robust fusion algorithm was implemented
using the architecture described in [9].
For the conventional architecture, Fig. 3 shows that as
the overscaling factor [4], Kvos, is decreased, VOS errors
drastically degrade the probability of detection. For the SNOC
architecture with the number of filter banks, m = 8, the
degradation in the probability of detection is limited. We also
note that the median outperforms the robust estimate that
is asymptotically optimal as m -- o0. Fig. 4 shows that
the robust estimate performs slightly better than the median
for m = 32. For all practical purposes, performance of the
median is comparable to the optimal robust estimator and it
also consumes approximately 7% of the power. Prior work
in [10] computed the power savings offered by the robust
system as a percentage of that of the conventional system.
For a fixed false-alarm rate of 5 x 10-2 and in moderate
regimes of probability of detection, the robust filter was found
to offer about 36% power savings. The probability of detection
for the conventional architecture is of the order of 10-3
while the SNOC-based robust detector maintains very good
detection probability and consumes lower power. In addition
to simulating voltage overscaling, we modeled soft errors as
random bit-flips to evaluate the performance of the SNOC
architecture. Fig. 5 shows that the performance of the SNOCbased design is robust to soft errors introduced in the gate-level
MAC implementation by flipping the gate outputs randomly
for sample error probabilities of up to 10-1. The power
overhead of the median robust fusion algorithm is negligible
when compared with the conventional implementation in this
case.
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Fig. 3. ROC of the PN code detector at different Kvos factors. The robust detector offers a better probability of detection for a fixed probability of false
alarm. With excessive overscaling (e.g., KVOS = 0.6), the robust detector's performance is no better than the conventional detector.
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VII. CONCLUSION

Reducing power consumption is essential for continued
technology scaling. Nanometer CMOS devices also face numerous reliability issues caused by process variations and soft
errors. Error-avoidance techniques that design with margins
may not provide sufficient power reduction. Therefore, there
is a need to jointly address power and reliability constraints.
In a different context, sensor networks have proven to be
energy-efficient and robust to node-level unreliability. Many
DSP applications such as PN code acquisition allow us to
distribute computation among multiple nodes, making them
similar to sensor networks. The sensor network-inspired PN
code acquisition system presented here offers power savings
of 36% while maintaining robust performance. Alternatively,
it offers great robustness to high rates of hard or soft errors,
or process variability, with only minimal overhead, and thus
may be a promising technique for yield enhancement as well.
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