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Abstract—This paper presents a built-in soft error resilience
(BISER) technique for correcting radiation-induced soft errors
in latches and flip-flops. The presented error-correcting latch
and flip-flop designs are power efficient, introduce minimal speed
penalty, and employ reuse of on-chip scan design-for-testability
and design-for-debug resources to minimize area overheads. Circuit simulations using a sub-90-nm technology show that the presented designs achieve more than a 20-fold reduction in cell-level
soft error rate (SER). Fault injection experiments conducted on
a microprocessor model further demonstrate that chip-level SER
improvement is tunable by selective placement of the presented
error-correcting designs. When coupled with error correction
code to protect in-pipeline memories, the BISER flip-flop design
improves chip-level SER by 10 times over an unprotected pipeline
with the flip-flops contributing an extra 7–10.5% in power. When
only soft errors in flips-flops are considered, the BISER technique
improves chip-level SER by 10 times with an increased power
of 10.3%. The error correction mechanism is configurable (i.e.,
can be turned on or off) which enables the use of the presented
techniques for designs that can target multiple applications with a
wide range of reliability requirements.
Index Terms—Circuit simulation, error correction, fault injection, sequential element design, soft error rate (SER).

I. INTRODUCTION

S

OFT errors are radiation-induced transient errors caused by
neutrons from cosmic rays and alpha particles from packaging materials [1]. Soft error protection is very important for
enterprise computing and communication applications since the
system-level soft error rate (SER) has been rising with technology scaling and increasing system complexity. Several designs today implement extensive error detection and correction
(ECC) mainly for on-chip SRAMs and register-files. However,
memory protection is not enough for designs manufactured in
advanced technologies because soft errors in flip-flops, latches,
and combinational logic, also referred to as logic soft errors, are
significant contributors to the system-level SER [2], [3]. Logic
soft errors pose a major challenge to robust enterprise computing and networking platform designs. For many designs tar-
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Fig. 1. Circuit schematic of a representative single-port D-latch.

geting such platforms, not only the memory elements but also
the latches and flip-flops, must be protected from soft errors in
order to satisfy the system data integrity requirements.
This work presents a new family of sequential element designs with built-in soft error resilience (BISER) that demonstrates four major contributions:
1) error correction technique that achieves a more than
20-fold reduction in the cell-level SER of latches and
flip-flops;
2) reuse paradigm that helps lower the power and area penalties of the error correction technique;
3) set of power saving techniques including an economy operation mode;
4) set of fault injection results to illustrate the chip-level effectiveness and power penalty of the BISER technique.
The rest of this paper is organized as follows. In Section II,
we describe the principle of the new error-correcting designs.
Section III describes the reuse paradigm that further reduces the
overhead of the presented technique. Section IV presents the
key circuit design considerations and the cell-level characterization results. Section V presents the chip-level SER, performance, power, and area impact of the BISER technique based on
fault injection results. Other BISER design variations are briefly
described in Section VI. Finally, related work and conclusions
are described in Sections VII and VIII, respectively.
II. ERROR CORRECTION IN SEQUENTIAL ELEMENTS
A master–slave flip-flop, as implemented in several cyclebased microprocessor designs, is composed of a master latch
followed by a slave latch. A representative single-port latch is
shown in Fig. 1. The inverter IN1 is used to generate complementary clock signals locally; the transmission gate TG1 allows
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Fig. 2. Block diagram of an error-correcting flip-flop design.

TABLE I
TRUTH TABLE OF THE C-ELEMENT

data at the D pin to flow through when the clock signal CLK is
high; the inverter IN3 and tristate inverter TI1 form a regenerative loop to store the sampled data when CLK is low.
The key to BISER is a new flip-flop design, composed of two
flip-flops joined with a C-element as shown in Fig. 2. To illustrate how error correction is achieved by the C-element, consider the scenario where a particle strikes one of the four latches
when CLK is low. Note that only one latch is affected by a particle strike under the assumption of a single event upset (SEU).
When CLK is high, latches LB and PH1 are transparent, and the
same data is stored in these two latches (assuming that no soft
error has affected PH2 or LA). As shown in Table I, the C-element acts as an inverter when the outputs of LB and PH1 match,
and the flip-flop output Q has the correct value. When CLK
turns low, latches LB and PH1 hold the stored logic value inside
their feedback loops. The contents of latches LB and PH1 are
now prone to soft errors, while LA and PH2 are not error-prone
because they are transparent and driven by the preceding logic
stages. Suppose that a particle strike flips the logic value stored
in PH1. The two inputs of the C-element will be different but
the error will not propagate to the C-element output. Using the
same principle, error correction is also enabled during the scenario where a particle strike occurs when CLK is high.
The purpose of the keeper circuit in Fig. 2 is to fight the
leakage current in the C-element when both the pull-up and the
pull-down paths in the C-element are shut off, which occurs only
when the content of one bistable gets flipped by a particle strike.
Depending on the process technology and the clock frequency,
the keeper structure may not be required. A particle strike in the

keeper circuit will not cause an error at Q, because both O1 and
O2 hold the correct logic values under the SEU assumption, and
hence, the Q node is strongly driven by the C-element. Simulations have shown that the error-correcting design can achieve an
SER reduction of more than 20-fold when compared to an unprotected flip-flop. More details are provided in Section IV.
III. REUSE PARADIGM
Scan DFT has become a de facto test standard in the industry because it enables an automated solution to high quality
production testing at low cost. In addition, scan is extremely
valuable for postsilicon debug activities [4] because it provides
access to the internal nodes of an integrated circuit. Fig. 3(a)
shows the block diagram of a scan flip-flop design of a microprocessor, comprising system and scan portions. Each portion is
a master-slave flip-flop composed of two latches. Note that the
two-port latches, such as the PH1 block in the system portion
or the LA block in the scan portion, can sample from one of the
two data lines depending on which clock signal is active.
The scan flip-flop in Fig. 3(a) has two operation modes: test
and normal. The scan clocks for the test mode are illustrated in
Fig. 4. Clocks SCA and SCB are applied along the scan chain
[Fig. 3(b)] alternately to shift a test pattern into latches LA and
LB. Next, the UPDATE clock is applied to move the contents
of LB to PH1. Thus, a test pattern is written into the system
portion. Next, functional clock CLK is applied which captures
the system’s response to the test pattern. Finally, the CAPTURE
clock is applied to move the contents of PH1 to LA. The system
response can then be scanned out by alternately applying clocks
SCA and SCB. During normal system operation, the scan portion is shut off by assigning zero values to the scan clocks (SCA,
SCB, UPDATE, and CAPTURE), while the system portion is
being clocked at full speed. The main reasons for using this
style of scan DFT instead of the classical scan flip-flop with a
multiplexer are simplified postsilicon debug and at-speed functional testing. The scan portion of the flip-flop design in Fig. 3
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Fig. 3. (a) Block diagram of a scan flip-flop design. (b) Scan chain.

Fig. 4. Clock waveforms for a scan flip-flop in test mode.

scan flip-flop. However, at the chip level, the TEST signal is
directly generated from the available test circuitry. Moreover,
the TEST signal remains static (either high or low) in any operation mode. Minimal buffering and routing is required since
there are no strict timing constraints to meet. As a result, the EC
design does not increase the number of timing-critical signals
in the system, and hence, does not require major architectural
changes.
B. Economy Mode

is sometimes designed to operate at-speed when scan is used for
at-speed functional test [5].
A key observation is that scan resources [e.g., latches LA and
LB in Fig. 3(a)] are unused during normal operation, but still
occupy chip area and consume leakage power. The concept of
reusing scan resources for error correction is illustrated in more
detail by the error-correcting scan flip-flop design (denoted EC
design) in Fig. 5. The EC design is modified based on the scan
flip-flop design in Fig. 3 by adding an OR gate to the clock path of
LB and an AND gate to the clock path of LA, as well as rerouting
the 2-D data port of the latch LA. The EC design has three distinct operation modes: normal, test, and economy.
A. Normal and Test Modes
When the EC design operates in normal mode, the scan clocks
SCA, SCB, UPDATE, and TEST are forced low, while the CAPTURE signal is high. This equivalently converts the scan portion
into a master–slave flip-flop that operates in parallel with the
system flip-flop. Error correction is then achieved in the same
way as described in Section II.
The test mode operation of the EC design is activated by
forcing the TEST signal high. This ensures that the output of
scan portion O2 becomes a “don’t care” to the output of the EC
design Q so that the shifting of a test sequence along the scan
chain does not interfere with the operation of the EC design.
The clock waveforms for the EC design in test mode remain the
same, as shown previously in Fig. 4. The EC design requires
an extra control signal TEST at the cell level compared to the

The economy mode is motivated by the fact that in a modern
chip design environment, a single design often targets several
application segments at the same time with apparently conflicting requirements. For example, a mobile application (e.g.,
a laptop) requires very low power consumption but may not
have a stringent requirement for low SER. On the other hand,
an enterprise application (e.g., data centers) may be less power
constrained, but may have to satisfy very stringent data integrity
requirements against soft errors. This provides a motivation to
introduce an economy mode into the EC design. The system
can adaptively switch between the normal and economy modes
depending on the criticality of the application. If the application
requires high reliability, the system works under normal mode.
Otherwise, the system switches into an economy mode, which
significantly reduces the power consumption by turning off part
of the EC design circuitry.
One way to invoke an economy mode for the EC design is
to disable their scan portions by assigning proper values to the
scan clocks, as illustrated in Fig. 6. The signal CAPTURE is
forced low so that the second clock port C2 of latch LA is always
low even though the clock signal CLK is still toggling during
economy mode. The signal SCB is forced high so that the clock
port C1 of latch LB is always high. The combined assignment
of CAPTURE and SCB signal values ensures the scan portion,
equivalent to a shadow master–slave flip-flop, has an opaque
master latch and transparent slave latch. As a result, the scan
portion does not consume any dynamic power caused by internal
data or clock activities. The signal TEST is also forced high so
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Fig. 5. Error-correcting scan flip-flop design.

Fig. 6. Error-correcting scan flip-flop design in economy mode.

that the C-element is disabled and the value of Q depends solely
on the operation of the system portion. This added economy
mode roughly halves the dynamic power consumption of the
EC design when it runs noncritical applications.
IV. CIRCUIT DESIGN CONSIDERATIONS AND RESULTS
The scan portion in a scan flip-flop [Fig. 3(a)] typically operates at a lower speed than the system clock during test mode
[4]. As a result of this relaxed timing requirement, slow transistors (those with smaller channel widths, longer channel lengths,
or higher threshold voltages) are sometimes used in the scan
portion to lower leakage power during normal mode without affecting its functionality in test mode. The scan portion in an EC

design, on the other hand, needs to meet the same timing constraints (setup time, CLK-to-Q delay, etc.) as the system flip-flop
in order to guarantee the correct operation. This means that transistors at critical locations within the scan portion of the EC design need to be replaced with the same type as those used in the
system portion.
Due to the presence of both the nMOS and pMOS stacks in
the C-element, it is very difficult to match the delay of a C-element with that of an inverter by only sizing up the transistors.
Instead, low- transistors are used in the transistor stacks. Furthermore, the keeper circuit needs to be designed with great
care. More specifically, the forward inverter is kept at minimal
size while the feedback inverter is intentionally weakened by
using a larger channel length value. This minimizes the extra
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TABLE II
CELL-LEVEL POWER, AREA, AND SER COMPARISONS

when noncritical applications are running. Note that an SER improvement of more than 20-fold is theoretically possible for the
EC design but is beyond the resolution of the simulator we used.

Fig. 7. Simulation test bench for timing and power measurements.

delay caused by contention in the keeper loop when the C-element writes a new value into the keeper circuit. The impact of
these circuit modifications are accurately modeled by our simulation methodology, which is described as follows.
Comparisons are conducted between the proposed EC design, a reference scan flip-flop (denoted MSFF), and a dual interlocked storage cell [6] flip-flop with scan circuitry (denoted
DICE). The DICE design has been chosen for comparison because it is one of the best known classical circuit hardening techniques. Since the circuit styles and transistor sizes may be significantly different across all designs being compared, we adopt
a unified approach previously suggested in [7] to analyze the
timing and power of the flip-flops under investigation. Fig. 7
illustrates the test bench we used. We assume the external capacitive loads
and
are both fan-out of 4. We also insert
buffers between CLKI (fed by an ideal voltage source) and the
CLK pin of the flip-flop, as well as between DI and D. These
buffering inverters serve two purposes: 1) provide realistic D
and CLK signals to the flip-flop and 2) capture power dissipation differences due to different CLK and D loadings in different
flip-flop designs. While optimizing the various flip-flop designs,
the objective is to match the timing parameter, D-to-Q delay,
with that of the reference design MSFF. We make the following
assumptions during the power measurement of all flip-flops:
1) data activity factor (average number of output transitions
per clock cycle) is 0.25;
2) low-to-high and high-to-low data transitions are equally
likely.
The cell layout areas are estimated by an internal tool at Intel,
with a worst case error of 5% compared to real layouts. The
SERs are obtained from an internal simulator [8].
Table II shows the simulated cell-level power, area, and SER
of all the designs. All the measurements are normalized with
respect to those of MSFF. The D-to-Q delay parameters are already equalized for all designs and hence not shown. The EC
design achieves a 20-fold SER improvement over the reference
design (MSFF) with the power and area overhead of 1.43 and
0.17, respectively. This also indicates a 7% power and 26% area
savings as compared to the DICE design. As mentioned earlier,
these savings are a direct result of reusing existing on-chip resources. Another distinct advantage of the EC design over DICE
is the economy mode, which can further lower the overheads

V. CHIP-LEVEL RESULTS
In this section, we explore the impact of BISER on a microprocessor by conducting a case study. We focus on the impact
that BISER has on SER and power consumption, identifying the
tradeoff between these two metrics. The chip-level area penalty
caused by BISER is also estimated. To conduct this investigation, we adopt the methodology used in [9], which is summarized below.
We use a highly detailed register transfer level model of a
deeply pipelined, out-of-order microprocessor similar in complexity to the Alpha 21264. The fault model is a single bit flip
of a state element, either a flip-flop or a RAM cell. In order to
understand how various logic blocks in the pipeline contribute to
the failure rate of the microarchitecture, each flip-flop or RAM
cell in the processor is categorized based on the general function provided by that bit of state. The cumulative error coverage
as a function of protected states can then be obtained by means
of fault injection experiments. Two fault injection campaigns
are then performed to characterize the processor under two scenarios: one where all memories are protected and soft errors affect flip-flops only and the other where soft errors affect both
flip-flops and in-pipeline memories.
A. Scenario I: Soft Errors Affect Flip-Flops Only
To emulate this scenario, faults are only injected into flip-flop
states within the processor pipeline because memories are assumed to be protected by ECC, and hence, not affected by soft
errors. The error coverage as a function of cumulative flip-flop
state coverage is shown in Fig. 8. The chip-level power penalty
of selectively applying BISER techniques to flip-flops is also
estimated based on the cell-level power, total chip power, and
the percentage of protected flip-flops. The power and area
penalties are listed together with chip-level SER improvement
in Table III. The chip-level SER can be improved by ten times
with an increased power of 10.3%.
B. Scenario II: Soft Errors Affect Both Flip-Flops and
Memories
To emulate this scenario, faults are injected into both flip-flop
and memory states within the processor pipeline. The error coverage plot is shown in Fig. 9. The raw SERs of flip-flops (denoted
) are different from those of RAM cells (de). Since fault injection was conducted into both
noted
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TABLE IV
CHIP-LEVEL POWER, AREA, AND PERFORMANCE PENALTIES OF BISER
AS A FUNCTION OF CHIP-LEVEL SER WHEN SOFT ERRORS AFFECT
BOTH FLIP-FLOPS AND IN-PIPELINE MEMORIES

Fig. 8. Error coverage versus state coverage when all memories are protected
and soft errors affect flip-flops only.

TABLE III
CHIP-LEVEL POWER AND AREA PENALTIES OF BISER AS A FUNCTION
OF CHIP-LEVEL SER WHEN ALL MEMORIES ARE PROTECTED AND
SOFT ERRORS AFFECT FLIP-FLOPS ONLY

rise abruptly in the beginning because most of the error coverage
is achieved by protecting the RAMs in certain logic blocks. The
curve corresponding to higher flip-flop SER is lower because
flip-flops contribute to more errors in that case. A prediction has
been made [10] that flip-flop SER will become larger relative to
SRAM SER as process technology advances, meaning it will be
more important to protect flip-flops.
The chip-level power penalty results are shown in Table IV.
A ten-fold improvement in chip-level SER can be achieved by
paying 7.0%–10.5% power penalty, depending on the flip-flop
SER relative to SRAM SER. The higher the flip-flop SER, the
more power penalty is needed to achieve the same chip-level
SER improvement.
VI. OTHER DESIGN VARIATIONS
The same principles of BISER have been employed in various sequential element designs. Examples include error-correcting scanout and mux-scan flip-flops [3], and sequential element designs that correct combinational logic soft errors [11].
We present two additional design variations in this section.
A. Low-Power EC Design

Fig. 9. Error coverage versus state coverage when errors affect both flip-flops
and in-pipeline memories.

flip-flop and RAM states, the error coverage curve depends on
the relative SER of flip-flops to RAMs. We consider various scenarios based on the comparative SER study in [10]. The first
curve (circle) corresponds to the case where the SER of the
flip-flop is the same as that of the RAM cell; the second curve indicates the SER of flip-flop is one-tenth of that of the RAM cell;
and so on. All three curves exhibit similar behavior. They start to

The EC design described in Section V inherits the main features of scan clocks in a scan flip-flop, i.e., all scan clocks (SCA,
SCB, CAPTURE, and UPDATE) are globally routed and are
not timing critical. A low-power error-correcting design named
EC-LP is also possible as shown in Fig. 10. The CAPTURE
signal in this design is integrated into the clock generation circuit, instead of being globally routed. This configuration reduces clock loading inside the cell and eliminates one pin, which
results in lower power consumption. The main difference between EC-LP and EC designs stems from the clock waveforms
in test mode, as illustrated in Fig. 11. Note that the EC-LP design does not have an economy mode.
B. Error-Correcting Scan Pulse Latch
Latches with pulse clocking, also known as pulse latches,
have been used in several microprocessors. For example, on the
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Fig. 10. Low-power error-correcting design.

Fig. 11. Clock waveforms for a low-power error-correcting design in test
mode.

Itanium 2 processor, 95% of all static latches are pulse latches
[12]. A pulse latch combines the behavioral merits of both an
edge triggered flip-flop and a level sensitive latch. On the one
hand, it provides a relatively wider transparency window than
that of a flip-flop, which allows cycle stealing and skew tolerance. On the other hand, it maintains edge triggering behavior
and avoids the relatively long hold times of a level-sensitive
latch. Moreover, a pulse latch has speed, power, and area
advantages over its flip-flop counter-part: a pulse latch is faster
due to the reduced number of logic gate levels between its input
and output, consumes less power due to roughly halved clock
loading and reduced data switching activities, and occupies
smaller silicon area due to smaller transistor counts.
Scan pulse latches have been implemented in a microprocessor for production testing and postsilicon debug purposes [8],
[12], [13]. Fig. 12 shows a scan pulse latch with system and scan
portions. During test operation, the system and scan portions
form a master–slave flip-flop to shift the test sequence in and
out. During normal operation, SHIFT is assigned a low value so
that the system portion is isolated from the scan-in data at SI.
Note that data is written from both directions into the latch cell
during normal operation. This design eliminates the need for an
interrupted feedback inverter, and hence, saves clock power.
The design illustrated in Fig. 13 is an error-correcting scan
pulse latch. During test mode operation, SCKA and SCKB
signals are pulsed high alternately to shift in the test sequence
while SHIFT is high. Once the test sequence reaches the

Fig. 12. Scan pulse latch design.

desired location, the system’s response is captured by one or
more PCK pulses while SHIFT is low. To shift out the system
response, SCKA and SCKB are again alternately pulsed high
while SHIFT is kept high and PCK is kept low. During normal
mode operation, SCKA, SCKB, and SHIFT signals are kept
low while PCK is used to latch system data. An SEU in either
the PL1 or PL2 block will be corrected by the C-element as
explained earlier.
VII. RELATED WORK
Prior work for soft error protection in memory and sequential elements can be broadly classified into the following categories: process-level, device-level, circuit-level, and systemlevel techniques. We briefly review and compare some representative techniques in this section.
At the process level, silicon-on-sapphire (SOS) and silicon-on-insulator (SOI) technologies have been developed as
a soft error mitigation technique for space and military applications. These technologies are immune to radiation-induced
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Fig. 13. (a) Error-correcting scan pulse latch. (b) Circuit schematics of the PL1 or PL2 block in (a). (c) Circuit schematics of the C block in (a).

latch-up as the parasitic p-n-p-n structure does not exist anymore due to full electrical isolation of individual transistors.
Moreover, the thin silicon film reduces the charge collection
depth, which in turn, lowers the sensitivity to soft errors.
Prior work has demonstrated the SER improvement of SRAM
devices fabricated on SOI over those on bulk: 2 improvement
for the 180-nm node and 5 for the 90-nm node [14]. However,
the robustness of an SOI device with a floating body may be
compromised by an ionizing particle that triggers the inherent
and parasitic bipolar transistors, and hence, results in charge
amplification. Employing external body contacts could cure
this problem but significantly increases the area penalty.
At the device level, rad-hard-by-design (RHBD) techniques
have been used to lower a device’s sensitivity to radiation. For
example, guardbanding around nMOS and/or pMOS transistors
greatly reduces the susceptibility of CMOS circuits to radiationinduced latch-up [15]. However, applying such techniques to an
existing standard cell library could be time consuming since the
layouts of many devices need to be regenerated.
At the circuit level, there are two main approaches to reduce
the effects of soft errors: 1) increasing the critical charge of
a circuit node and 2) adding transistors to enable redundant
storage of information. Capacitive hardening [16], resistive
hardening [17], and the use of high-drive transistors have been
used to increase the critical charge. These techniques tend to
increase the power consumption and lower the speed of the
circuits. Redundant circuit techniques include the low power
Whitaker cell [18], Barry/Dooley design [19], [20], and DICE

design [6]. These redundant transistor-based designs usually
require at least twice as many transistors as unprotected circuits,
which typically indicates very high area and power penalties.
The presented BISER technique overcomes this limitation by
reusing exiting on-chip DFT resources.
At the system-level, hardware and time redundancy techniques have been proposed to combat soft errors. Classical
hardware redundancy techniques include chip-level duplication
(as used in HP-Tandem machines [21]), block-level duplication
used in IBM Z-Series machines [21], triple modular redundancy [22], parity prediction [23]–[25], application-specific
error detection techniques [26]–[28], DIVA [29] and several
others. A major benefit of these techniques is that they do not
assume any particular error mechanism, and hence, work for
most error sources. However, except for the application-specific
error detection techniques, the area and power overheads are
generally very high. Major time redundancy techniques include
error detection with shifted operands (RESO) [30], redundant
execution using spare elements (REESE) [31], multithreading
for transient error detection [32]–[36], and software implemented hardware fault tolerance (SIHFT) [37], [38]. A key
drawback for these techniques is that the performance penalty
can be very significant: around 40% for multithreading, and
40%–200% for SIHFT. Furthermore, the power overheads of
these techniques are also significant due to redundant execution,
although there is a lack of published power overheads. These
techniques are mainly applicable for specific designs such as
microprocessors.
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VIII. CONCLUSIONS
The BISER paradigm presented in this paper is the key to
the development of power, performance, and area efficient soft
error protection techniques. BISER has the following unique
advantages over other major soft error protection techniques:
1) minimal area and power overheads because resources already present for test and debug are reused for soft error
resilience;
2) minimal routing overhead;
3) no requirement for major architectural changes;
4) applicability to any digital design (e.g., microprocessors,
network processors, ASICs);
5) broad spectrum of design choices suitable for adaptive applications with a wide range of power and performance
tradeoffs;
6) additional power saving techniques such as economy mode
operation.
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